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ARSI LS, I\ 2023 £ A FFIKE 4K #K 5] L prk
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https://www.frostchina.com/content/insight/detail/694t9b974a7a7390decf1c08

2 A.INews Hub, Al Inference Costs 2025: Why Google TPUs Beat Nvidia GPUs by 4x
https://www.ainewshub.org/post/ai-inference-costs-tpu-vs-gpu-2025
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B 25 Ak F A
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A i 45 BN T2 Mo KA R T B R 52 PR BRI o 00 28 e AR 09 ok
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3 Zhu, X. et al. (2023). A Survey on Model Compression for Large Language Models. arXiv:2308.07633.
https://arxiv.org/abs/2308.07633
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KB arXiv:2407.06204v3

B 3 A4 A MoE & A & A it [A]

4 Wang, W. et al. (2024). Model Compression and Efficient Inference for Large Language Models: A Survey.
arXiv:2402.09748. https://arxiv.org/abs/2402.09748

> Weilin Cai, et al. "A Survey on Mixture of Experts in Large Language Models" (TKDE), 2025.
https://arxiv.org/pdf/2407.06204
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Self-Attention

!

SRIR: arXiv:2101.03961v3

&l 4 MoE A 2 4 78 &

MoE ZRA8if 13 A HETE M ER (AR D B E ML, AT R E R T
s HAZUHEETITEM S (Gating Network ) AR 5 \AFAL
ARUBELER, EFRABERY RO ESHAH, AT LI EFHR
5 BAE AR XMENEFELEERSBARTY REALA,
TR PRI H R AT 256 FC. MoE ZRIETH R EMEH[E
i, WAL, i THREN BT TR T XL H. RESE
SREERHZFZNTER, FONGINTBEITHE B A, 4

—Phrk, ZAREYE RS TR B ER R AR, WA THE
ST RAEARE B TENE, TR RIEEER SRR L X
G

% Yang, Z. et al. (2024). A Closer Look into Mixture-of-Experts in Large Language Models. arXiv:2406.18219.
https://arxiv.org/abs/2406.18219
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Kl 5 DeepSeekMoE 45 A 42 4 7 &

BHRMHE 7B SaN7SHEINEE MoE IRBE R FEMALED
% 45 MoE 2R A48 ¥ R B 2 #h 8 fodl i o & Z M e, & 5B B0H.,
B 5B BRI R B AL . R A A A R A
¥ RGHEMS LA, G0 & 0T R A BT (A . — T,
TREME R R AAE LR —FH N ENINTEX
BT, FERAGSUEGNORELRARGANER, EERAEX
FIF % 5% &%, L DeepSeekMOoE % & AT 7, # % K4
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E 5 1A FHERBE ORI EANH, ATERFEERERAEALL
WETR T, #t— P RMERBENEFE A S HERAN. 5—HMH,
TEHE TR I Bl 1 W & KB AT G LR AR £, s ST
s 5 4 FOR L R, B F B U RO & XA B 5 KR
R REW, INBERITES )RR, HAEKELE
R A 2-3 1, EH B RS A

7 DeepSeek-Al Research Team. (2024). DeepSeek-V2: A Strong, Economical, and Efficient Mixture-of-Experts
Language Model. arXiv:2405.04434. https://arxiv.org/pdf/2405.04434

8 DeepSeek-Al Research Team. (2024). DeepSeek-V3 Technical Report. arXiv:2412.19437.
https://arxiv.org/pdf/2412.19437
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® Zhao, J. et al. (2023). Fast Inference from Transformers via Speculative Decoding. arXiv:2211.17192.
https://arxiv.org/abs/2211.17192
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=il
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W, ARHEBRAZFEESOGUEEER, LALFHRE RELA,
B ERABHEA AR, LR VLLM R R ZH A S5 R B 4T
] R I K E Sk B3R 7 34 L0, Prefix Caching( %7 RadixAttention )
B RA AT R AT £ E S F A4 KV Cache, 7
ZRHAERMEADE R T T HAELZIH, FREHKE Token 7
R R ARG, b, B ETXH D489 B (0E 7 Token
FAl) Wk BAHE S, KV Cache H# (Offloading ) 5K IF 7E K
BT B E BB TS E CPU W7, SSD £ B ft, iz
“DH-WH-FHNEREERR, EREREESHGFEEDEY
Je T AT BT XK, B B AR GPU IR B AR 112,

Prefix + Generated KV Caching

system prompt + user_1

Turn_: 2 12
7
Turn_3 mempv,l ‘ ggggggg d 1 ' user_2 l generated_2 } user_3
s ' ,,,,, 4 i ,,,,,,, 4 ] ' oy ' i ' s ¥ sk

Always keep 1 frag in

SkJE: https://zhuanlan.zhihu.com/p/693556044

B 7KV Cache W& &G54

23T F AR
HERUEBRERABRHFTERETMFARR, BERLARZRE

10 Wu, W. L., et al. "vLLM: Easy, Fast and Cheap LLM Serving at Scale." arXiv:2305.14283 (2023).
https://arxiv.org/abs/2305.14283

1 SGLang Team. "RadixAttention: Efficient Attention with Prefix Caching." SGLang Documentation, 2024.
https://sgl-project.github.io/

12 "Mooncake: A Unified KV Cache Management System for LLM Serving." arXiv:2406.08983 (2024).
https://arxiv.org/abs/2406.08983
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% (FLOPs) 5SRE 18] 4, SR ARBHEIE P H B SH M I
—2, BRETREMERTFHE. ETREFAK I ERELT
(WfEM L. ik, BUERH) 6 NEEHT, BOWEEZ K
BAnbEERNEHFETHRE. BT KEREEGER LEF
BHEFET, HTRETEERRAFT R EGHZEELD.
FlashAttention 3% & H 4l £ E & A i- H e, ¥ w0 EEHBE
T A A £ — CUDA WAZ, ERAT R VO Rjnfo g ws,
P EEREGCELRFFOMEET, N BZFRAEEN IHHEE
14, HI AR FlashAttention-2 #t — 2 3 b b & A2 ki 9 5 B D 4F
GEMM #1E, # NVIDIAA100 GPU | 5£ 3 50-73%#) FLOPs #| A &
B, ZR, H6FEHITHREAM A (Kernel Optimization ) . 3¢ 4
&4k FRE A (4 NVIDIA Tensor Core ) & #| B . &S
YT, LIRAMITE AL, DeepGEMM X 5k T i i 48 1% 5 %
( GEMM ) 7£ % {5 th [& {8 {4 77 18 B9 58 # 52 B . DeepGEMM 4t x¢
NVIDIA Hopper 244 (H100) #ATHEZ A, #IE FPS EAFE T H
FaA| i Tensor Core 464 %, ERFFEARETHENIRT, BF
FE G H A R0,

34T Ak

HAITIIRRRRIBT LW EHITHERARGEL R BREFE

13 NVIDIA. TensorRT-LLM Developer Guide: Operator Fusion. https://docs.nvidia.com/deeplearning/tensorrt/llm/
14 Dao, T., et al. "FlashAttention: Fast and Memory-Efficient Exact Attention with I0-Awareness." Advances in
Neural Information Processing Systems (NeurIPS), 2022. https://arxiv.org/abs/2205.14135

15 Dao, T., Fu, D. Y., Zhao, Y., et al. (2023). FlashAttention-2: Faster Attention with Better Parallelism and Work
Partitioning. arXiv:2307.08691. https://arxiv.org/abs/2307.08691

16 DeepGEMM Official Documentation. (2024). FP8 GEMM Optimization for Hopper Architecture.
https://www.deepep.org/en/deepgemm

17 DeepSeek Al (2024). DeepGEMM GitHub Repository. https://github.com/deepseek-ai/DeepGEMM
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1, R ERFERAR. AR TR E AN E, TREHEE .
AR BT XK EREAR AU AR, LI ae oy R b AL,
HIEFH1T (Data Parallelism, DP) ¥R B A#F 2| LM & L, @
RN L IIATAIE, NTARA R GERELE, ZRGE
R TRBERAEFZFR, B ERAFTEN LT EHEZMER. KE
FH1T (Tensor Parallelism, TP) 3 1 x5 A g 3 2 8145 [ 4% 4T 3 7 4T
T, BENETHIH MR Z AR 4L, BAEEEA SRR
FIEW A GPU AR W FI AL, AT, TP i % M4 & 0y 1E 4,
TR R WA R A R AE AR AT (R RAKEFHAT
(Pipeline Parallelism, PP) #A£A & R x| 0 W B, A E T E A 4.
T 0B B R R R, B — I B S R AT — BB R MR
bk (micro-batch ) $AEHYIHH A GbTF 48, AT/~ £ AL R,
VR AR R, WA, MERERY. REGRNRE,
Hy IE4T B R 37 T A . B BRFEIT (Expert Parallelism, EP) & % | T MoE
A, BAHFFEEE2EEFE GPU £, FMhitti#HssdEs
WE, LIAMNAABEZ LG mROtE, FEEREFRESA.
F 53417 (Sequence Parallelism, SP) 37 71 K J& 245 B % 7 N8 v {8,
EREHATEM ES—FHEREHFES, K ETURER N X5,
7 BIAT W A RO D BB W R, R F AT,
EEFREE S, REIHATRE RN LR %, #2446 DP. TP,
PP. EP fu SP, [ 7 KEZKEES, LIAALR. BiF L RRE
B R Ethit. XK S % BT B2 XM AABEAE A & 3k
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B R GEBURF B,

/ ¥ T ,"f- T- \ f/ -? H -? =| 11 : : | ‘:,\
—"[ Add + Nu malize l [ Add + Mormalize l"— [I il % } ik .]l
T

f’mml =0 I ;i 1 3
| All-to-All Combine ] [ Soe J L G:'ej _J
— — r I I " - I I .
m m Self-Attention Self-Attention
L\ ‘ b fFJI\. ! J AN ‘ t I|I i J vy
( Allteil Bipotch J L (b) Data + Expert + Tensor Parallelism '
[Encode | - ¢ + = ~ -
™
ES (I T ) 1 1 )
— ——— [Esa=ia] O 7 || [Ferar ) [remz] || [z ] [Fena)
+_ Add + Normalize | [ add+ Nomalize  J+ f ] f
s e || = = | =
Self-Attention | Salf-Attention FF':” ] I FFI':|2 ] I‘ :te I :te
\ - J ' 5.5.1 ] \ SAI\.'I _] L Self-Attention |
\_ _ ‘\__ VAN T J T AN ./H\ S
{a] Data + Expert Parallelism {c) Data + Expert + Pipeline Parallelism {d] Expert + Tensar Parallelism

SRIR: arXivi2407.06204v3

K] 8 MoE #£ A 1 % F 34T Sk v o B A

4. B AL

BB ML S BT 5 AR A AR IBHEIRIE ROAG, K H Rt
BRI BN IKE R ERIFFE. 5 # A AT (Static Batching )
TEMFMATREBFR TR, EAERERKELEHERLT, ¥l K
KRR, sh7ASHALEE (Dynamic Batching) i3 £ AN 2% k41
B A — R H, R SE B KNG 20 AR B RR RN, S
B 5 Ak B 2 B LI E ST R, SiEREFIIKEZRRK
B, MERRAFMARS S, #TY MR A%E. A TH L
0K W F B K E R 8RR 18 UL, ESEALER (Continuous Batching)
FRAERZHE, EERERPHSREHKRAND, HR—E 7Rk AE
AL BT AR S TR, I 30 U FAF NG & BT E KA AR
AT B ERIT GPU WA AR AL &, b, 4K LETX

18 A Survey on Mixture of Experts in Large Language Models https://arxiv.org/pdf/2407.06204
19 DeepSpeed. https://www.deepspeed.ai/tutorials/mixture-of-experts/

18



AR AL OG B HOR 5 N I SE BRI TR (2026 5

HHFHFANEEFMIE LRI, TRFIEF (Chunked-Prefills)
KA NF 708 b 2 NBUNFARIR T LLFE, 173 — R LA F
P, BELYHRARTHNEESEEUHEES, HHEHDAERY
BERS, BAEZUH, IMFETHETEEERNGIHERE, #
K5 7 HE T T Ao " 4T, [F] Bt MR8 B 47 () Fo B Token 54 B[R]0,

& PD (Prefill-Decode ) 45 5| 2 2% SE 3.

W/O Tensor! RT-LLM Chunked Prefill
| e SRR
— [ =
IR £ £

W/ TensorRT-LLM Chunked Prefill

| -
- n n n !
unk 3 H i m i
Prefill
=]
e

3k JE: Streamlining Al Inference Performance and Deployment with
NVIDIA TensorRT-LLM Chunked Prefill

&l 9 Chunked-Prefill i 2 7 & K
(2) 2% k|
RGERAGHBEARR 2R EH G RFPATIZS, AFTES
o BBl BT IR N B RIOR LI B S m AU E 5 RE
AT, BEMCERETEARMZ T LA S, HHEE kAT
R FNEE. FRITSIZEMERIHHITEER, REGEMELD
BRY RIS HREREMSRBS AR, XERAEM, FRIERE
MERAFE. HARPARCELEGHEE . REFEAITARER

20 NVIDIA Developer Blog. (2024). Streamlining Al Inference Performance and Deployment with NVIDIA
TensorRT-LLM Chunked Prefill. https://developer.nvidia.com/blog/streamlining-ai-inference-performance-and-
deployment-with-nvidia-tensorrt-1lm-chunked-prefill/
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Mtk Al oA SR B SO A UL R 0 B A 1

1.PD 2 & & 44

FiEFE-#RAS (Prefill-Decode, PD) £ BRHEIRZLM B AR E
MRAF R KA EE — Rl FE L (Prefill ) A% (Decode )
7 B Bt Ho FOE 75 B i B %5 & A (compute-bound ) X A
Tk, Bl REE GPU & Bl4a A0, ## 4 W BU= 77 1 2 £ A (memory-
bound) Xt &7 % K, EAME (batch size) FRKTA T 0 Fl A
WHERIR, FEZEWERG. £R7 @ % e R E 5
KA, 45 PD WM BER — 0 5 E#AT, BIRRNBTRES S,
HAT SR ELAR BT DGR AL, B — 5 SO IRA R AL R R =
7 G A T 5 IR 2,

PD sy BRI MRS, FHEREERR S ATUAR SR
AN E, MRA EEBHERFEEAFETRAMR, EZ0E
BRMBARAE. TRAE. HTHEE: FEANBEIRELESHE N
GPU 1 @ LU AT KR A a2 55 ARl B B a2 AT R AL T
7 FL BRI 8 L, DUMEHER J7 R4 A B Token, %% 1H X4
ATENBRRBEAARE, TRFEKTIERLER, HRAT RANH
KALF G 12, FEIZERHITR, KV Cache RIEIZEMMERAI X HERA.
75 W B2 B #9 KV Cache F[ 4 2 MNM## LI 2/, A HAET B E K

2! Throughput is Not All You Need: Maximizing Goodput in LLM Serving using Prefill-Decode Disaggregation
https://hao-ai-lab.github.io/blogs/distserve/

2 g |ALHERE (T o 4082024 KRR EAL, MEEMAL. TRAT
https://mp.weixin.qq.com/s/tY3pxGpg-WK70ySOgkkiRQ

23 Zhong, Y., et al. (2024). DistServe: Disaggregating Prefill and Decoding for Goodput-Optimized Large
Language Model Serving. OSDI 2024. https://www.usenix.org/system/files/osdi24-zhong-yinmin.pdf
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HZ MU Prompt BT B, WHAERITH s ET X Moh, @it
ZHEFAMENR, RARGELRAFFHERREAZR, AREK
BAREITH. X FEERSH —IRET IR RELEE
FREE HRREE NS BIRKE, ARARER TR T WRE
W,

Reguasls
= Contraller
—
4-_:_'_?_—:__::—1"' |
.‘."----- |
Prafill Instanca Decoding Instance
LLM Modal LLM hdodel
K\ Cache
u | | GPU Transfe_r [ GPU 1] aPU ]
u | [eru | [T ' ceu | [ sPu |
Parallel Runtime || Parallel Runtime

SRIR: arXivi2401.09670v3

K 10 PD 2 B M = &

RE PD S ERMEMEST RIESEARIAMRS, BNEK=X
bk . —REMIFEH, AE KV Cache BF AFWM A 5INEF
R, —REBFED, M N B F B 447 K8 I A F K KV Cache,
M HBM/DRAM % & i 55 i %R A R . —REGFMEESR, FULR
AR5 AL T R T DL, D U A K B LA T 1A HL 5 R A K
RB. AN ERFEA, LRELZEREABZ: EE@EERA
RDMA/NVLink % & # EBCHE AR, 44 KV Cache BN 5% ER R
i DRt € R, 4% B 1X HBM-DRAM-SSD 7 %

24 Chen, W., He, S., Qu, H., Zhang, R., Yang, S., Zheng, Y., Huai, B., Chen, G. (2025). IMPRESS: An Importance-
Informed Multi-Tier Prefix KV Storage System for Large Language Model Inference. FAST 2025.
https://www.usenix.org/system/files/fast25-chen-weijian-impress.pdf

% 1i, W., Jiang, G., Ding, X., Tao, Z., Hao, C., Xu, C., Zhang, Y., Wang, H. (2025). FlowKV: A Disaggregated
Inference Framework with Low-Latency KV Cache Transfer and Load-Aware Scheduling. arXiv.
https://arxiv.org/abs/2504.03775
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MEZEERABARBBEF S ERKEEZAFTEXSRLR S E
EWAT. HEEERMIFAT, ANALERAZFRERERYT RS,

2.AF 5 & A

7E MoE RAGMEA MG =+, & A (Attention) B 5 7 15 K
% (Feedforward )E EIH B F NIt HHEZ R (I AT HEER,
KB KV Cache W &7 7], EHAUTHEER, EEHATAAELE
R H . XA E R AR AR — GPU LR & AT KRR,
WRAFREEZR, GPUHH 205 B& W A UL E B, 4
BLoxt o A, W REE T AF 4 B ( Attention—Feedforward
Disaggregation, AFD ) 2244, 487K T PD 7% “¥ (£ 40 U6 TR AL By
A5 EMR., AF 4B EIE R SR WA Attention # 3k 5 Feedforward
BHAT o2 FRUEE T &, B EES M R4 I AT AT,
Attention W& (A TR ) MEFEALEHERFFHE AEEEHF W GPU
E, FFHAIE KV Cache 5iE & H 1+ 5; Feedforward 7 & (F ¥ &)
NHELEEE S EHLEMRS GPU EUIHAT Dense 5. Zk it
MR THHESHAFR, EIT BT IR E R A A .

26 Step-3 is Large yet Affordable: Model-system Co-design for Cost-effective Decoding
https://github.com/stepfun-ai/Step3/blob/main/Step3-Sys-Tech-Report.pdf
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Attention Instance

FFN Instance

—»% fn8
Norm 1
L TP gather/
Attn EP scatter
T Router " expert l
T idistribution
i ] Expert
Marm Topk | Compute
score 1
1
i : :
|
) Expert ] TP scatter/
Hidden : adl
T Spate Combine EP gather
bf1e

{Next layer)

SkJE: Step-3 is Large yet Affordable

& 11 Step-3 #7 AF 2% 44

AF DERMIFHREMESHIT R, LHEM M ANKER AR
A9 SLO KEH, A5 F W R oA%EY BAE LR ERER
5 Beb 09, T o R0 G AR EE AR AF 2 B E S ML P LK BT
EALAGETEARERS. I, NERRGHEZITHAEE,
AF BTN AEB MRS TIERAKIE. #lin, 247K FFN E
WREGREFREIMRKR, &G NI 7T &1 i@z
PEENAN N AT T S NS0 Rk 3 ) S o

AF ST ERMIREERRBE RGN PD D EARETHIMN RS
A, 186 AF 5B ANRRIERSE . 838 5 1 BOAEAE 5L IR A
AEFANE RARRMABESEL, AAR AIBERRNREITH
P 5 A A Rt B A

3.3 AR R %

27 Step-3 is Large yet Affordable: Model-system Co-design for Cost-effective Decoding
https://github.com/stepfun-ai/Step3/blob/main/Step3-Sys-Tech-Report.pdf
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HERBIEARGRMNE R, HIEENMEERENITIT
WE., BLFRMERDRLE TR, FRERAEHRE SLO &
Ko E B, mOAE . B F A FIRAH &, R A KRR,
b AR AT RS T EHES. BRIEEREETERSIEK
B RN BRI E R P NE RS R FEARAL o 1 SRR S ST P 3 SR sk
BL 26 638 BT H L], 6% Rim KAplE. £l fi R R RS F
ZERZ. FRAENREFETRA ST S B, RE\ETHE
FREAERFETE . BHEAEFIRGHE. £ MoE EA L #
B, FERAEAANEE, FERELZMEER 20 SR EE L Z0
HHIR, LI K% MoE 2R 1 th 3 db

2 17 SR AN VB B SRR A AT R SRAFAL, KA AR O0E KB B R A
X RL KV Cache 8 6] 402, HARA THRAQTEGE, MR,
PD pERM TERE, HAETHETH B A KN KV Cache iR E S
ARG KA B . B RN R SR o I O e 45 A 9 S 4
B GPU AL . BHREMAR. HRAFIKEFRBIET, LARR
GRS, B 5B L] I T A S IR B R L. BRI
MEAEEHE RN E T2 B R RRERE 2 8% 8 VL6 R =
RAHEEM, FE6RRKEREREF RS, HREM A M45E
RGN A R AR S A Ay . X SR EORRESE AR R, A AR T SR
IR A B R FAZS A, A R RS RE T
W R RRRE.

28 Llumnix: Dynamic Scheduling for Large Language Model Serving https://doi.org/10.48550/arXiv.2406.03243
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4.7 Pk RE ik

FEEEA SRS T XK A RERE K, KV Cache fF AR A &y
“TARRIL, RBEMTHEF AR K, X GPU BHFMKE KE 7.
o —RKEWRAL (HBM) 7 %, EHEkEK ETX. B@HL
A SE, FEHDAAERET FHESLTHE. RARRE. Yk,
WAL, BRN L REMERER, ERAREREERS MGG ZFR
i L5 2 B

AR B ERBERRMESRAE, 3SR KICIZEHEMH
LiwfEM . W Rl {F  “HBM-DRAM-SSD 4 ik # = R oh XG4
M. ZARAR# KV Cache RYET FI4FIE S £ B M, FiHET1HH
BROFEANT P, A E e AR S T
HBM, #{EMA A L BA"BENIHEZEAEER. RAEMRMY
DRAM fush B 7 fif, LI aL 5 22 b i, X — Rt g &
REHERFRERSY, IHEKETXHEAMKIFL, FEf, @
HEEA. Bl RERWNEEMARYT RAGEERE, kit
“WHE A ER, #TEFERRREERAKR. SRFEEEH
BHMERBT — R X BEARBRENE . 7 5038 T 5 0 Y4537 750
F. HFRWESFRT, K¥ERH KV Cache Hy"A#RA, H&
e RIES, EEFFEWEPTRENT BN T L. AR AE
ERE, RAINNREFFRAN, SFRFREZHERTH
Zut, HiEE F B A K # KV Cache, # % E 4 it 4. 7 #f, @ 3 RDMA
i S HREF R ESR, WHE GPU 5& #3541 6 A8 44
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Wi, JHER CPU # U, #RBE TS0 & K.

Prefill instance Decode instance Prefill instance Decode instance Prefill instance Decode instance
HBM HBM HBM HBM HBM

DRAM DRAM DRAM DRAM
)
‘ KV Cache |
Transmission mode 1 Transmission mode 2 Transmission mode 3

RI: AR HAA RAE
12 PD 4 o i 2 M0 BB R A

PD DERMAFEARZOE T HEFNMILTE. & PD 2 HR
WHET, £ REERZR N Prefill P B BB KV Cache {7 B ¥
RINZHERFTERAMES, EEMDT RRBEE. KRR
. FR, BITEAEERE)N & T B E DRAM fifhER
%, BEEM T A AT H HBM B R, F E TR E g & L.
ik GE T 5 EBWME, EI KV Cache W 5 F it X th i 5 % fb
A, AR BRI R

REZREFHEMNE EE, Bt mEInE LR HIENE R
RIFEESH. EREBRETLER. 2 A5 IH 0, wTHRF
FRAL TN Boiy [F 2] 8 KV Cache S ARFFTHMLE — 5, REFHE
IEH By RSPk . [ B, HBM. DRAM. SSD % figt 8 72 5. 5 %€
REGERERZR, 2AFERBVOTHERE 58K, BE
i VO i A EANEE T RGBS, Kk, £ R KV Cache %1
FEHEHAT IR R BERAFEBHERZEARRE RS, LI
BEBNEZERBEANE G —FE, YRANBEARERS ZRE
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il

PO, KIRBEIRIC R SLR%

(=) #H: REFEHRZS

BHEIMNE, A S RRETWEGETEWEERSTS, L
SIMRBRAR B ERE R . RFURXTHLRIERBE. 2R EE
IR AL TRE S TR, 3738 R A A A& 7= 3 & 95 3 19 3540 30
W, N S AR G G th R AR R AR B 3.

—z, FeRRKENVIZTRKR, WE TIREMEIENEINEITIE
R, P PEERETRAMATHE, HFRAE. BHoRsy. 27k
BEEZRT B, YA Gk AL B4 B AR (IR S0 IR
—Z, FEUENBAXESREMET RESSR. ZRSKS.
Mg AR R Al FKR S T, FERRBESHEAHZE
BT 2 R A RIS EY R MAREE R UK A & ER
ERGIEFEBESESEEED, URELEE. HLMALE. RAG
(BRHBAR) FLHNZTER, RRXZEIELZRNTE,
T & Nk & — T Tl ER, 3 — S E R K Al
MRS, =2, FaENRREXSZRKAEIR L. B #ER
FRENEM L, TEARK - PBRAEED. KITRER ST
BAS, ZRAT B REE —ETE. BRHEE. BT ES
M, BEERT VAR RS .
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(=) ARAedtY: FTEEK, KEEKLAREL
A

LE et RHEIALERINELRRXET M

FEXRRBHEBR UM BN, mU IR T EEFTRAERS
WIS EMARAGE, BT RS MEME AR OERER, AR
GRGHERUEERM. x X7 ZEAREMN. ZFEI. EMhey
R, R ERMRIBERE T HREREN, ERLZHAR. #
VLRI % 3 % B2 % K.

REERT R0 B2 ESRE THEEE R, RATREMR
BN ERSHERN, USRI EE AR AR — -,
JE 48 BORZ 7 E A AR R AR A BT £, Meta R
Fl#y GPTQ®E MIT & 4ty AWQ B 7 AN E B E F TN
REAME . BUERENS, SHAEMEHERIEGFEN, BEEHF
GRFRAEEEE. —, EETAMS e Rk, ROAEER
WARZ AR AR, B3 W 8 DeepSpeed Compression® ¥4 & 1.
WA BB REE KA i — APL# P, XI5 DeepSpeed-Inference %
HEAREX 50, 3 {H 15 7E TensorRT Toolkit #* & ik Eite £ & 10 5 R,
o BB (4 KL #ERE. RALEMRERE) , &
INTS/INT4 &M BT Fetf AR R A= T 1%-3% DL A, KgAK B b

2 Frantar, Elias et al. “GPTQ: Accurate Post-Training Quantization for Generative Pre-trained Transformers.”
arXiv:2210.17323 https://arxiv.org/abs/2210.17323

30 Lin, Ji et al. “AWQ: Activation-aware Weight Quantization for LLM Compression and Acceleration.”
arXiv:2306.00978 https://arxiv.org/abs/2306.00978

31 Microsoft Research Blog. “DeepSpeed Compression: Efficient Compression for Large Models.” (2023)
https://www.microsoft.com/en-us/research/blog/deepspeed
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A 51t EF4. B2 = PAL ¥ 5 3 it} PAI-Blade. PAI-EasyDistill. PAI-
Model Gallery R 2 B4, TR+ & 0B AT 4 20 30
BT ILABA T4 % K PaddleSlim E 45 TE, LALLM TR &
BEAENN R —FE, E4% T HENL 1M 5% 850 5 b B
EAE, RABERGABNEEAND., =2, SR BEHES
B A 4 7 % IE Rk A T B A % . JE4H 1A 72 Hopper A4 GPU o 5| A xt
FP8 B ALt B & X+, 3T TensorRT-LLM H ¥ A4 FE 5 F 5
I 7 Ap i 32,

IS | BME AR RPERERSEHRITRL, B
ETELHNBEERHANTTESNENL, RN ESMER
RMRERAMETEMF. —=, BAREINEZ <L 2IER-TikE
-2 LR ENRE. AR F AN, bk, KRR FL
7. BRER S EE)LT AR A, BARSE VLLM (HAR 4

X ) . SGLang (AKX ) . llama.cpp ( H# AR X ) . Text Generation

Hp

Inference ( HuggingFace ) . DeepSpeed-FastGen ( Microsoft ) . TensorRT-
LLM (NVIDIA ) % L/ F it ¥ 5 %, H 9 vLLM. SGLang A 3 H
AR FE. HREFRE. X IFHFRD 00 R LIFRE S
B ZRIT RS ZB L F4 . 5 DeepSeek/MoE % £ i ti
AMEE W E SRS, Loy AERERARES. Z&, BERS
R e, LB BT AANT RN, R bfTE N — A5 £

32 https://www.nvidia.cn/data-center/technologies/hopper-architecture/
33 A Survey on Inference Engines for Large Language Models: Perspectives on Optimization and Efficiency
https://www.arxiv.org/pdf/2505.01658
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b, £ 5| %, LMDeploy T s A 2 SME X ENKIES
#A (VLs) , EERES GPU #HATRE R, & Tk ZAHE.

A Bk AR R F AL H R 4. SGLang X T AHE. KX
K& LFEM T, A HE DeepSeek-V2 F 44 SGLang 5 DeepSeek %
F#G, eI TFdTEHAL. KREEEZRAMTZH0RTER
£, 7=k Rxt SGLang #yx i iR A4, =2, FHH MoE A A4y
BB FRAAS, ERABEAAHEL 40 vLLM. DeepSpeed® % 3 7 1k,
T % MoE bty 3 Fr, R~ L RbEH T —#HEE MoE I H
ALHER, 4wiE 4t KTransformers Bt (b b K EH T 5INE AR
ML %] (Expert Deferral) &8 #HH A, I T CPU 5 GPU # & & [H.
i, DeepSeek 3t T 5 MoE 44 % & K I4T (EP) & i {1k fy

DeepEP i1z JE 3,

MORBUEF RS (LLM) HEBRAEZE 42T 70 A S B4R (2025 4FRR0D
https://blog.csdn.net/Wufjsjjx/article/details/146043448

35 Getting Started with DeepSpeed-MoE for Inferencing Large-Scale MoE Models
https://www.deepspeed.ai/tutorials/mixture-of-experts-inference/

36 DeepEP https:/github.com/deepseek-ai/DeepEP
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Frameworks Organization Rglcaac OPL‘H-SUU?_'L' GitHub - S“PP"“E'"‘ Does® m

ate Support # Stars (Rate)  Star  Commit Models S F M
Ollama [194] Community (Ollams) Jun. 2023 v 136K (zoosy e EE— v v X v
lama.cpp [82] Community (gmlai) Mar. 2023 v 77.6K (026) A el mmm X X X
vLLM [125] Academic (vLLM Team) Feb. 2023 v 434K (552) e il m— v v v v
DeepSpeed-FastGen [102]  Big Tech (Microsoft) Nov. 2023 v 37.7K (72.6) =1 [ | v X X v
Unsloth [244] Startup (unsloth AT) Nov. 2023 A 36.5K (741 e A | v v X
MAX [179] Startup (Modular Inc.) Apr. 2023 A 238Ky Mo _dad oo v vV VOV
MLC LLM [177] Community (MLC-AL) Apr. 2023 v 203K s kT wil  m v v X X
llamaz.c [21] Community (Andrej Karpathy)  Jul. 2023 v 183K oy L L X v X X
bitnet.cpp [251] Big Tech (Microsoft) Oct. 2024 v 136K L W X X x X
SGLang [295] Academic (SGLang Team) Jan. 2024 v 12.8K (28.4) ek d mm v v X v
LitGPT [145] Startup (Lightning Al) Jun. 2024 v 12.0K (16.6) bl Lk || v X v
OpenLLM [30] Startup (BentoML) Apr. 2023 A MiKass) b Wl om X v X x
TensorRT-LLM [191] Big Tech (NVIDIA) Aug. 2023 A 01K ey k& o v X v v
TGI [110] Startup (Hugging Face) Oct. 2022 v 100K 110y AL sl v X v X
Powerlnfer [227] Academic (§]TU-IPADS) Dec. 2023 v 82K g7y LT = [ | X X X x
LMDeploy [162] Startup (MMRazor/MMDeploy)  Jun. 2023 v 6.0K (9.1) bk sdic  mm v v X X
LightLLM [142] Academic (Lightllm Team) Jul. 2023 v 31K (5.0) el Lk m v v X X
NanoFlow [300] Academic (UW Efeslab) Aug. 2024 v ) T I SO SR | X X x X
DistServe [297] Academic (FKU) Jan. 2024 v 0.5K (1.2) kT | X X X X
vAltention [206) Big Tech (Microsoft) May. 2024 v 03K kK i X X x X
Sarathi-Serve [9] Big Tech (Microsoft) Nov. 2023 v 03K Sk _HD 1 X X x x
Friendli Inference [71] Startup (Friendlial Tnc ) Nov. 2023 X - - - ] X X v
Fireworks Al [67] Startup (Fireworks AL Inc.) Jul. 2023 x - - - ] v X x
GroqCloud [89] Startup (Grog Inc.) Feb. 2024 x - - - | x v X v
Together Inference [239]  Startup (togetherai) Nov. 2023 X - - - [ v X X
T Aindicates partial open-source support,  Each square represents 50 models (Mar. 2025)

* Indicates the level of detail of the document (- : Simple, ": Moderate, : Detail),
**5 refers for social networking services (Discord/Slack), F refers for discussion forums (private forums/reddit), and M refers for meetups

SkKJE: A Survey on Inference Engines for Large Language Models: Perspectives

on Optimization and Efficiency

B 13 25 P KiE 5 3 5] B SU AT L

2. ERACK Bl PD 5 & IF B R AL -ZRAY-3 7 Bl AR
AT a5
&% PD 57 BRI AT AR SR, A RTEHBEE MR, 2024 4
B4 H 7 DistServe (4L A&USCD) . Splitwise (f## ) . Tetrilnfer
4 =) fa MemServe (%4 =) % PD -8 AEHRM T £,

2024 45, DistServe #1 T & &kt PD B4, FHH7 T PD
DPHRMG T AERRENERYE., 27 ERAVRRHRIE. £4
P SR AT X 4 A I O SR T, BT IR A 4 )5 42 PD o 7
W7 ZEAEE T RS, 2024 £ 5 F, Splitwise ¥ F# il T PD
BT F A AR YEIR AT, A RIETE M K IR AR 4

3T KA AT 2 B SR TR L% https:/mp.weixin.qq.com/s/g71q4lc]4-etkh9X V8Giig
3% Disaggregating Prefill and Decoding for Goodput-optimized Large Language Model Serving
https://arxiv.org/abs/2401.09670
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FlRE, W T AT AN R E B R DK KV Cache 15 56
B ARG TT 8%, [ 4F, Tetrilnfer ATk 33 A 2 3 — 2 40 4h R A
X - 5 SR, NSEBT R B LA A AR A, R A S
P/D L4 5 3 o B EOR EE, DUIRIR S8k, [l AE, R P/D 5L 4%
AL, 42 T+ P9 36§ & 140, MemServe JU M SEFF B2 A o 8 T 69 3% 5k
PR A, AT 2RiE KM Global Prompt Tree & HEALH|,

WA EREEAFRE G2 REKE, EREEMTH KV Cache § ¥

BT, RBEYEHE SR A E ERE S| R R PR
R 1 ABA 3 Prefill-Decode M Bt %t tb 4

o Prefill [ Bt Decode B

®1IE — Xt LB T 1 AL — At L AR A A R,
A HE T BT (N AN TT) BANFIE T (1 AN D)
TR FHATIHH BAT (EEE) HE

H#E O(n"2), n 4 prompt K & O(1)/token

BERE

i & % £ A& (Compute-Bound) | W7 5 % & A (Memory-Bound)
FTEHE EM-JEEZH (GEMM) M- EiZH (GEMV)
ANE v B ER B o7 A R ]

(Time to First Token, TTFT) (Time Between Tokens, TBT)

3R A AE H—: YA KV Cache 48 69 2 M40
LT, L Mooncake ( Fl Z BT ) . Dynamo ( #1{F3i5 ) . UCM ( 4¢

A ERREH T BT F: W, UL L7 F3497E PD & A 2EAE £

3 P. Patel, E. Choukse, C. Zhang, A. Shah, I. Goiri, S. Maleki, and R. Bianchini, "Splitwise: Efficient Generative
LLM Inference Using Phase Splitting," arXiv:2311.18677v2, May 2024. https://arxiv.org/pd{/2311.18677v2

40 Inference without Interference: Disaggregate LLM Inference for Mixed Downstream Workloads
https://arxiv.org/abs/2401.11181

41 MemServe: Context Caching for Disaggregated LLM Serving with Elastic Memory Pool
https://arxiv.org/abs/2406.17565

2 KR PD 43 BB E JT K SCRE T https://mp.weixin.qq.com/s/uj4CQEFUW-LIDq3p_ebFuw
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& W4t et KV Cache B« i -1H 5 -8 77 %, #4848 20 UL KV Cache
A W TR R G SR . Mg, Ok 38 R E L SLO B N 7 &
K ET UM BRI RFTZ RV RMET 2 M EE.

1) Mooncake Z2#J75 %

2025 4 2 A, AzwE5EFEEHREMER. EhFM. mEY
fb MRS AR kA T Mooncake FFiR T H , 5| &7~ W #2071
P ERCRFETEN THRERSOFRALHEK, BF2RFEE
# (Conductor) . P/D &% K -4 X, KV Cache # ( Mooncake Store )

BT L 2R A, SIS Tk 6 R AR

f 1
K:EI::::E- 1 Prefill Instance Prefill Instance I
Conductor - [ cPuvRAM - GPUNRAM — /| gref_ ill Stage con
. PPISP . timization Goa
Cach g | Local [ [ — Local [ | P
ache-aware Z 11|l chunked [m | | Chunked |me | !
I
Prefill [ || Prefill ! | max Cache Reuse
el * 1l|| scheduler| ["paged kvCache Scheduler| [ paged KvCache ||| | s.t.
| S—— J __________ —_—— == TTFT SLO,
_________________ - — - SRR R Minimum MFU,
i CPU/DRAM/SSD CPU/DRAM/SSD | KVCache < DRAM
= Distributed K\VCache Pool \ Distributed K\VCache Pool |
S | o -
KWCache % - ri_% ‘L_//J |
Balance |mmmp - | Inter-node KVCache Transfer :
Scheduler 31 (o 1
S | ¢ ]
i CPU/DRAMISSD CPU/DRAMISSD I
E Distributed KVCache Pool Distributed KVCache Poal || |; Doc.c’d.mg.smge
Y === || | == | Optimization Goal
Londbaines = 1| GPUNVRAM v GPU/VRAM L i
Decoding E‘g ; Paged KVCache Paged KVCache I max Throughput
Scheduler £, i . i) I s.t
§ | Local - _LL Local | | I TBT SLO,
& ||| Scheduler Scheduler | g KVCache < VRAM
I LIl 1] 1| N
|I\Demding Instance v, Decoding Instance Y, I

KIR: arXiv:2407.00079v4

& 14 Mooncake 28 4 &

—75 T, Mooncake Store 1E A % —F i, AlFHMHEEE AL S
J7 4 B HBM UL K S A & Bk AR E Ky CPU. DRAM. SSD ¥ fi4
FIR, FEADREHENE: S EH KV Cache Al % E HBM
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RIEMRIER, 1 #%F 5EAHKEZHSTILE DRAM § SSD, i
“ATRIRE SRS K TE i HBM YOOR & 1, I BHfEB) RDMA # &

EIERAFMEEABENRAE G K. B—A@E, 4dKETX
WIEERH B4 W 5, Mooncake it T £ BEX (b HLE: %
Prefill WBCR A 0K & 3647 (CPP) HUK, #HEKMAA TS
FHZTRhEAE, FetH 52 RENRIWATHRN, FRE
K XA =8 TTFT; 27 FEZH R KV Cache R sgms, 1%
BHEREFERKTEANREFAOT R, FATE X AR RTH
NEEHBEREGE SR, RANELSEZEERNE. 4R EH
%, HIANTONK FIEL R, KT R # A E HUN Decoding T 2
KRR, R AERR SLO Wik, #% B Prefill T E &
B VORI

207 % B Kimi ABEA S A 7= FAAE AL S, A H 80% 1L
WA ERE, TEAERELTHERAKT, AAARELERIELT
F]RA 75%, 100%:#% & TBT 4R (VLLM X 57%) , TTFT o5
VLLM # AR —2; 7 16k~128k MNKEHNK E T XEMNGE+, &

BRI 525%, E A% R TTFT #n TBT #y SLO #73R%.

Mooncake % H 8y« DAF e 5B & 77 Wb Ja 007 R K B R S AR A,

2) Dynamo #3755

2025 4 3 F, FEARIKAE GTC 2025 3 i NVIDIA Dynamo 477 &,
WIR I ETE . 127 F WA B T T E A E R A, Eid

4 Mooncake: A KVCache-centric Disaggregated Architecture for LLM Serving https://arxiv.org/pdf/2407.00079
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SLO-based Planner. KV Cache ¥ . £ e E L 50 fEma
% (NIXL) W3R EBkzh, 3, Prefill § Decoding YhBE g Z: P AR 48,
K NG KRS Bt T4,

O O @] API Server

Compatible With OpenAl API, Llama Stack API, and More

User Requests

Real-Time KV Cache-Aware Routing With Specialized KV Cache Insertion and Eviction Algorithms

Performance Tuning

Disaggregated Serving Event Planea
Metric
Prefill Worker [ Transfer Across
NVIDIA Dynamo
Components
Prefill Engine Decode Engine

KV Cache
Manager

KV Cache
Offloading

Distributed KV Cache Distributed KV Cache

NVIDIA Inference Transfer Engine (NIXL)

Low-Latency Interconnect-Agnostic Multi-Node Data Transfer @ EE
Host

Object
Storage  Memory

K JR: https://developer.nvidia.cn/dynamo

15 Dynamo 2¢ #4 &

—5H, #o N REEFHEFEH . BB RS KA L
0T H, Dynamo R it T £ EKBAR T % KV Cache R0 B o1 2%
('Smart Router) ¥4 5 Ati8 22 & # KV Cache & FIH WL T & fi
®, WHigRBHERMEEG, BERMK TTFT;, 24 X KV Cache &
HREMBENRGEWEAR, AEREHFEY GPU BF, HHEAKET
JLE CPU Wi . &M SSD RAPEFE, # % KV Cache ELIHH,
ANE AR B B R R A, BB E (NIXL) RAZ M5 30, #
HE . KRN FRE L R, ARERAR G REE
"I, B—FHE, &HRitestat -4 A R- TR H, &
FTHEXEN GPU WIRMET. & RBFAE (/)T 5K,
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ISL/OSL) 5 SLO H#r (TTFTATL E{E ) %15 &, H 3 E &k PD
SEBE LTRSS, LAKREFLIBE BT 42, KERE
FH5EZHELZ . 1IN, Dynamo WE T 2R ERANBEALS, K4
% # TensorRT-LLM. vLLM. SGLang = K £/ 3 5| 4, * 3% 7
BOTITfE 5 b 4 RGBS,

3) UCM EHHR

2025 4 11 A, 44 E X JFJE UCM (Unified Cache Manager ) #
BRI BT AN, DniE AL M. UCM LL KV Cache £
G MBEIREE N RS, BRI B,
Rt B FE 4R Prefix Cache. 2WMBEMHMIEE . FEEMLRHMNE
KB FE A, BHRKFIRERTM. ARG, LA
¥ TTFT & & o 1K 90%. RABER AR 22 /0 LT XHE R
FAKEY R 10 4.

4 NVIDIA Dynamo, A Low-Latency Distributed Inference Framework for Scaling Reasoning AT Models
https://developer.nvidia.com/blog/introducing-nvidia-dynamo-a-low-latency-distributed-inference-framework-for-
scaling-reasoning-ai-models/

4 NVIDIA Dynamo Platform https://developer.nvidia.cn/dynamo
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KVConnectorBase V1

SharedStorage

SingleTypeKVCache -
Connector

Manager

SlidingWindow H Connector
Manager H

vilLM

FullAttention
Manager

SER

DRAM s NAS MoonCake 3fs DRAM

[CIVvLLM 0.9.2iAREAER  IMUCMETEEMH AT RIFE DS MEEER

RIE: A BRA R A
K 16 UCM 2 A

—FE, UCM %R EERFHLE LR T 2 R 26t =
CHEHGm N THBEFHESNE LT HBM F, EHH
¥ HE DRAM #, HMHEFRELZHIBERM S, URAE
KAGEE., H—FHHE, UCM F£ILT — & 740 09 36 22 n ik 5 0%
Bl & Jy 48 Prefix Cache R ERME . RN, TEAEGHWHTH
o B 77, 7 LI KV Cache 72 £ 4L, HBM. ¥4, DRAM. ¥4, DRAM.
VLR SSD b FfE AR KA. JLE PO EERMITE, A
FAAR. £ AHER RAG 2Rk E Mgt EA &5 AR, L
R TTFT #6475, 2R nEFERE Prefill B BHAEK
KV 2 F S #A8 B, DK Decode MBI s ZHH, XHE=
ARBHHG LR, TEHRAEAKTIEEFLRHE, FR
e TN A3 3 0% AT e el R Bk 4E A0 B P 30 IR S TR AL B AB A 2 Y
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Token )5 B & 5|, RAEE A E M, SHLKEE L7, AR
ft T 4% MTP. 5, UCM b 3085 2 A Ab (Y432 5 2, 7 1a o] 4
NEZ NN F R A,

PR AT AR N R 55 R R IE. EEE S
WRGF, HRKXAR KR ERA T E KV Cache Pool # #1i#,
BEFRBERELUTE, BRENER 10 78FKE 108, 2%
BHERAZE 0% L, HIEF ZFHIEES. ELVALEALE
BEK A &, RH KV Cache Hi R HA, ¥EHET
XHATES, RELTXHFORE, HREF ARV ALEERESL T
BHHEX.

AV BIRACAL B = 254 MoE A2 A 45 69 R A R 1L

L #T, LL DeepSeek (i /£ K % ) . MegaScale-Infer ( 5 Bkt ) .
Step-3 (MKEK) FHRKN T LRy ZFHEHEE, UEFTERAT
PD 4 3 B & S22 4, [ B 4T %t MoE BEA! 449 75 2 45 B T 52 3L B 14
. HH#, MegaScale-Infer ( F ¥ B3t ) 5 Step-3 (MK 2 /& ) % PD
NEAER L, A XA B MoE B E B 7 5 BT B A ey it
HEzR, #—FEMRET AF 2BRY, BHHEERKLE MoE R
R 38 S

1) DeepSeek FH975 5

2025 4 2 F, FEREREI M H DeepSeck VIR AT £.
Y7 EEAREAMBEAGRONE. BN EE RN SRR, FEHE
RMEIHE 2B TR M, AR RARE SR M AT,
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—ZBBFEI RE W ZRE, RFBFEAN R, kA RER
B V% By £ R S

l API Server
Prefill Load Balancer Decode Load Balancer
Expert-Parallel Load Balancer Expert-Parallel Load Balancer =
J

Prefill Service Decode Service

P . |

External KVCache Storage (Optional)

3k JE: https:/github.com/deepseek-ai/open-infra-index/blob/main/2025020penSource Week

K] 17 Deepseek ¥ % 5 22 4

HARFE M BT ZEAFET PD o R, 20 BN ERIEE %
SLO #y[Fl it ix Kb &eb &, 277 5 B 58 K AUBE DeepSeekMOoE 4= A 4F
M#T T RES @B T RN, HTRERE, REFHEL. #D
I Bty i Ear e, 2B R A R AR & FORT#AT R A &, DLSE
AFHE T B R FT T HRR, 0B R AR, il
BE, @S ENRA R E 50 EE K, URTRATXHER
ENRNBET R, BIRENBEX AR TR AR, B
EMHEE, &EIBBREERTOLATH-BEEE. ATER
W B — AN Bk B9 “attentiontMoE” 5§ B — A 4k Kk
“dispatch+combine” & & $4T, £ EIE TP HITHE &5 EMDH
BB — A Bk # “attention” 5 B — A L #ok W

“dispatch+MoE+combine” & & #,1T, W AL I BE B i H 5

46 https:/github.com/deepseek-ai/profile-data
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L. FEEUCEE, @it 3FS B f AT XEE R S fr KV
Cache % B /A, ¥ IR 45 B A AR T 90%, I B 2 [ i3 2R Bt €

YT F LRI AR L P REH, 3T HR00 GPU #5313 )R
%, FHEEFHFALIA 737k tokens/s (& ZFwF ), BAHH
k4 14.8k tokens/s. B AE W, BRIRMEAEGEZFELR, Eib
AH I 3 ] B 3K 545%. Ht— 3 B 55 MoE AR A R (R Ak By BOR
Bfr, AABABET ERMET XA HABR.

2) MegaScale-Infer 22475 %

2025 7 f, FH kN 5H T KFKE LA MegaScale-Infer
HAR, B0 RBETETAF EHRAEHELR ARSI TR
M2N &5 E”, Mk MoE EAA@HE AR F, LA AMGH B HT
FFN 5 Attention # 51t 5 % K A~ 6] 51 & &5 GPU A F & = 1, LK
AL R A KL 5 R oA AR R itk oy B e aE AT
MoE MR, BT T pkah WH AR E, A AHHE MoE #
A T WA B BRR T REREA.

Replicate (M) Expert Parallel (N)
| A

Attentlon Parameters

& KV Cache

F JF

Tensor Parallel
{ Y J

Ping-Pong Pipeline Parallel

I arXiv:2504.02263v4

K] 18 MegaScale-Infer iz 17 it 5245 28 44 [&]
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2 F & A MoE AU 1T, Q3T =AM T MoE 3 iA=L He 41 41
HHRBEREAER. —&, &Y B EFIFAT (Disaggregated Expert
Parallelism ) 244 (B AF 4% ) , 523l MoE A& 2 i Attention 4 5k
5 FFN ARkt B s, R, #— 2 iR Rkt Z et
T, DIREETH S AR, Z&, & 1 F 5K %I4T (Ping-
Pong Pipeline Parallelism) , LYo A GHA LR E, ELHIHE-
BEESE, MR AF AR R ESFFIHAEE I XL R E,
VR B Fop e R B . =&, StABARM T ER ST R
(MANR®ETT) §EFH R (NNERT ) Bk “M2N @ AR A,
Pl T EH LB E R M2N BB R, BRI REE. RARE
PR SREFEFEE, AMBARMTH MoE #3 & R HIMAER,
SRR €Al

MegaScale-Infer 7 £ K EM & R 5 B0 H7, WL A/F BRI
B MoE #£ 2) B F35 5 B AR LR IR B, LHFW R Ao R HE,
i BLHT A KR MoE RAGEAR, & A T K4 ALRS . # T
8. KK APL R4 F B S RARRN T E. 27 ECEF T
Bhoh S SE I A R REE, 3 Mixtral 8x22B. DBRX % £ MoE
BAWE LIRS, EEAKT, £ GPU ML ELHER vLLM %
FERBFRS 711, FHEHPELRAELER VLLM #It
224%. H A/F ERERES FEEBES, 5 PD D EREEKEA,
HEHNAIREIEIE R G RIS E R

47 MegaScale-Infer: Serving Mixture-of-Experts at Scale with Disaggregated Expert Parallelism
https://arxiv.org/pdf/2504.02263
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3) Step-3 BHIHEER

2025 4 7 F, ®E WK E K38 H & T MoE 2R 448y Step-3 H# £
BESAER (VIM) , AEEHR# — SR GREEEN T E. X
TEREBFMNT AF @ TE, EICAF 2 B+LZEEPMERN
(MFA ) +{StepMesh i 1& &t £ AL - & Gt 7 5 it (b6 7 & A
F MoE 9 A, HE ST EmE &% F e R EER.

Attention Instance ! FFN Instance

J |
1
> ; fr8
Norm 3}
1
¢ : TP gather/
Attn i EP scatter
Router
T : expert( l
T rdistribution
1 1 Expert
Norm Topk | ! Compute
score 1 1
1 1
T A 4 1 l
1
; Expert \ TP scatter/
Hidden < Bl
— State Combine : EP gather

Qﬂ bfi6

(Next layer)

SEJE: arXiv:2401.09670v3

Kl 19 AF 23 1% 3% 28 14 [

ZRERG T FRELE S AR MoE BR ., —F, &%
FEME D REE R S (MFA) B9 R S5 194137, " ER$FF 5 DeepSeek-V3
ML EERALLGE AR, BEERK KV ZF A NMItEE.
R, REFE-ME ML MM (AFD, Attention-FFN Disaggregation )
R, BB RARMIATREEHERE. ==, % StepMesh i
18 JiE VL 47 3+ AFD By B S AR A8 o 2 A 30 2

27 F O A R il , 7 Hopper GPU £ 2 523 4039

tokens/GPU/s g ¥ &k & ( 7£ 50ms #y SLA 413K T ), & DeepSeek-
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V3 (2324 tokens/GPU/s ) # 1.73 &5 ZEE =6 f #0 & B, #EER R4
ETRAFRALE, ROERE S NENES. RAREF T E, H 8K
FTIXEE FAMEERAMKE 0.055 £70, A DeepSeek-V3 (0.068
£70) 1 80%, 32K K ET X RAME 0.129 %70, th#hdt—F
¥ K, 1X DeepSeek-V3 (0.211 £70) # 61%. ZH R AF #E5
SHEE RIS MegaScale-Infer IR T, H[E#RNT £ MoE &3
HETHEBERGTERAWAE SiER.

Fi. KIRBGEIRUL LB R

(—) &R,

1 E5]LAR:

AT AR A e A B ik %

Hemgaym, 48R ARAE

FEI XK N T e b &R = T, Kam g 5
M, BB T AU U I B R R R . 20 B B AR A RAL
T, BUEMAZE, gEME-EEANAENRE. WATFE
(EAFEEHETE) . ARFOHEHBLRER. TEHHZO
Efrm et E. NEaMl. ¥ 5 oh Kk I+ 0 R KA,
R FEHA LT AT AT N AR, S RAT L AR B AL
AL R 5 R

4 Step-3 is Large yet Affordable: Model-system Co-design for Cost-effective Decoding
https://arxiv.org/pdf/2507.19427
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1) ERTZE:

ETE EMARRE, 2BV EZCNE RER. BEMT. &
WARAEREZF, BT HAR W BBORARI:

AR ELEAFIRX. BARE. SUXREK AR,
XAFFKEZEEEAFEA 32K B ETXH DRG], $HREETSH
TIEMAT.

“WSE: AL REREALTEIATET, MERMNTHR
K. RGwpEE LB T, 30 B Ke TTFT €308, mEY
NI € S N

AR Pk, A REMEINT 4 AL 3 bk 5 77 6% 0
th—f T ., e AR L FFRIHAT T RLER.

2)  AlFTE

REF WA FTHEARIERE T L T EFHRAN, LIT AER A2
TR THE MR, KA &N

EEFR ‘ query “;qzx) (um )

N
—d\
. AN N\
WeLeE) ) ‘ prompt
2

1K 16K 0.5K

O WHEEEHRR
(B
/2K K 27K

£ % . KvCache |  sxriimmies ’E+Zﬁﬁg I:l wEE

B Toen 2 | e . = 8 ’
—) 3 ! e ey - =

n = = - =

0 i e KvCachestspooL | || st

R EABEENG. AHRARAT
H20 4 EEG BN L EEN T ETEE

T Al 4889 KV Cache BB AR: HEBEOINMAZSF, AlF
ME B B K ST 3K 53R E DL 60KB By KV Cache & X 4R Bl L HF FF A
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H7E OceanStor A Z B 77 it H . 2 A B f 7 45 Kk 3 3 i 3¢ (B 2
P EEWH, MRAR BT KX Bt e,

KV Cache HISHIRSEERA: 442 WL EEHKXAT &,
PEARA RS LT XHTERESE, EFRARCEELNIET,
¥ 80K # E T XA MBS £ 16K AT sk, M Rs T HA E
AT U B R

RIE“UERBEHNSRIHEICIZNG: EERFAETEFY, 74
% B x4E i 2RI 5 s F RN EF BRI AR LS. XA
Y RTARANE L TXKE, LRREH AR EZGEEREREL
WH, BERATZAEHEHNHEE,

3) MAEXR:

i 3E R AT BOR WA M, A B E 2 AL 44 & IR
T B A

MRERIBIRF: EHBET T T, wE it e E N 15
O L E AT 90%, LI Y M P SEE I AT RE T B R A G E A
8 ~EE T 30 AL TTFT % 9 7, F#1K 66%, FHEHELER
7t 43%.

ROIBRE IR : KT RBAEA E T U O R, B — ki AR
TEOEKRVABRE ZHRME £, BT AT W0 .

M RERRE: £ LI Em M F B, AR TR AR B E.
AW DEERAD], KEVLETEHEE, RELEREHE KR
FH, HREBLFIEAES TEEGETET K.
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AP CER: s FE AT ENZ B E R mE ey,
SEBL Y AR BT R 6 0 By TR b B i T AN L BY ORI R, A
“AL+STAT AR AL B B T IR S R AR

(=) EBEHAR

1 £ LAk

NAANIER TS

2 EHIEEE:

FBAARALE A (TR RAT(ALRALE @ %R )

3 RPN

AN i F a5t 3 AR A b 5 AR AT 5K+ Az SR
o WMEASRANER, BWSAERE. ME. Kb, WRKEEX
SEAT b By AR A A 7= R G5 v SE LR B B

MENLRATE TP AENFET KRG V547 F 6 T
WA, KARREIE N - Z MR — RFAT W L, R T
FElb KRR g E R G RO — =R A RS e P B
TRZHEAEE A E SRR EEL LY. SFAHK, — s
L 4B R RA R A RF, KA PD IR T RERT 6 U
RIERERENTR T AREL LR BEMEKN ETXKE; =&
HHEEEREREZEWT R LETHRIES, FEEFET L
TREWR, EREERELFEAR, PERY TEREEREIRK
AR E R T, A XHEARERY SR — R, #— K
A EAR A AR R TR RS, ARATE#TE M
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BME. RAESHETEZAERBEMA K.

1) B %:

TERAREA L, XA Y4 —RERITEY -1 288, K1t
HE G Tk, ARG RETIB SHRET; ERAET, T
N PD 2B #HE, AR O B it 55 i R A AT 9 o AR
R E N AR R EARRIER S WFEERN; AR TEE, BSE
7. Attention 51 B 44 % K HH TR B S 5 RE M, BHK
£ X AnE R R TR AR A AR

(1) UE—fRZRM: RAB)IE — R, ARAEN %G H#E
Bt F — 2 H EAAT RS, RPAELI G5 KIERHEHE,
Wit E R . Flash Attention. Paged Attention % @t &5 7ty 4% — fu
HEA, ERIERME—FENFE R EEFRAK ET CEEE R (U
A 128k FAIKE) . R— NG EHBEIATHREED, Mg niE
R HER A ER, BFRH. VoA, SR GE S ik
RN PEITY, BERREFRANERZERL. FEEE, HEH
—AERMEGZ - E R, BN AEHSHEEMN, R
Gt — th R SR LN b G5 B 4 AR AR SEFLCB AR B PR B
GRS B R R, IR D IR R 4 G B AR R e kAR5
e T i) 3 G A o BRI R 2

(2) PD5E: PD o & R AM@ KT 5 % AW Prefill MBS
it % e A B Decoding B BRI 20 X8 F, SLILT HFEL U B
BRI TT R, [ 2R T DL KV Cache 4 900 By 40 A7 X 77 i 28 Al 52
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2R %R KV Cache €, T FMET HH KT 47 HKH OOM K
eGSR, FEHEFRRHSEENG RS, BLE ST BHLH,
Stet A 4 O E L, B AR P/D SR LB, A HOR IS A IE
FR, EREHAETNPD 2B RYEEFELERA 1 UL,
B B A R R R BB TR T R IR 4 8 1 AR

(3) BFRE: 5INRALITE Swizzle # 4 & Hkws, @i
“UWERF BB T, "RAZFGTE, AOZHEESERHE
FHIR B fR4E Cube/Vector FATRE 17, ¥ 4EME T 5 5 AL it
HE5A4T Vector RETHATHE RE 4, B WEER S+ EERE
5, B AR B R RN AT T, £6% R Rt
Tiled-Attention 7%, ®AF A LE&E& &%, B E L RAK
5 &4 query 1 B42, LI Attention #8 % T thiE F B A 5 A
TR AN FlE, ¥ ROPEHMEA T HEWRLET, BEUERD
PR EN T HERSHEAR, KRR AR R, 5okt
A H TR G LI,
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EEER

RSEER

SREREN iEtke PDIREE - fa#ii9% BMHTEE BRI

Prefill 3£l Decode 3261
&7 KV Cache M KV Cache

NPU 0 NPU2 ... NPUN NPU 0 NPU2 ... NPUN

HESIER
Bt EERL BREXETFRML EERE AR

Prefix Cache Chunked Prefills KR ERIHT EEROBE

KB FHARAIF G (LX) ARAE (LAAIERFARIR)
B 21 AAATIE R PRI ETER
KK, TERFERENBERNBAFL, EHE LT L AER
LR B K. KT RGBSR, 7L R R E R
SEHY ALK ESCHE.
() =408
1 E5]LAR:
T 1]+ B A6 M 4 o TR AR AL,
2 EPIEHEAL:
o ] A AR B
3 EhINE:

%

& oA XA R G A AN, BFENE AR, &
BRI B EE AT ZEZS, FEREREZTRES. AP M. A
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ZHMF REFREFZERGLE. BRAARAREEW G ZHEAE=S
AR — RS, MLUHEFEER. +ERN G
BRI E OB 5 BOR BRI, Tk 5 & S0 & K S da at
BRAMTEE O, FRITREREA, THZE TR VHA L
g, ZRKETXAEBENTE, FINHEEREREE. HERETRT
B e w AR E, HRTEZ KV Cache A RE|, XAk &I
M BYE, ERELELUNEFTRAEGE, SREAEFTATE, &
ERAHLZ G A, —RIpRERME, TENMNERTR. ¥
B BIERE. BAREEFIEZFREREE, BERAHRA
G—RERE, BUERAFZZOEE RERFER FALZ
R, BAREZHERE.

) BRI

AT F VL R B PRk SR A0S, AARR . AR PR 9
FEEZAKREEHANELHBANT R, FREERERE. FALHE.
BAL, HEE R ARG LEFNAZER FERMERD, EIK
ARG R e

RERM: HE AR A, #H1T MoE REM R EW
Rit. ARG FRF2EZNTXME, B EXPERELE
Wi, RIERAFELTUES, BTN S5 S80E 2-3 MEIX T X
%, BRE HA. RARGHE B R, RBERERE. *
KRN LA, FHEdES KV Cache FEIERZE, B/MEAR
KEREEFEH, XEKEITXeERERE.
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WIS IERMAL : B LK BT U HE 5 1R i 2E 75 ok KA AT
% it KV Cache % ZA7 840 5 o7 B H], Aok BAF MRS IR AR
VO #ER; BRHETEE. EHEH. HHEARAmEITH
5 R HLAL TR SRS, S5 6 B0 S8 OB, 3% ¥ e R 1645
RARE RIS PEESR, FEREHERKE.

R I R SR I8 -V ORI SRR i
= BRIV ARG AW 37 5%, AT R =-S5k
ZEFH TR SR, KIEHH XBEERH, XA AR S0 H
K, WHBRFERSBAR, BERESET S, ERARAGEEFKX
H R 5 E

2) FRER:

ABRZRREBNATLZAATE FERNEE L5 TR, A
BT, RN, LEFRBZREEFREZHMER, RELZE
T SERR IR o AR R FT SR B AT

ZIRBIEEED: 4B R ZATRE. Sk, FEHL
WEE EGRFELZHRERA, TR EH TS, FREAF R
TREEHE: HFREAERELR, S ABERD)T L, i
MBI T 7 B B ie 5 BRAAE R I, G — 3 0 An vk LA K.
A G| R P IAT, %EHEAIERAE, TABGRUE.
REGHIER: A EE B NIT L FRERE HBRRGZ 20
BEEWMR R s ik, Wb BRE S, BELERF

AL
FaE4L, REABER ZAAHNETEHTRZ2REE, HFINENE
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WMERE. FREEESHITHER, TELREEFRMREL, H
EH i RATL A, B e,

Al SSRARIEEC: ME BB IR £ - FAZ-T R, B R
MDA S IR B B xR SR A B o R e R
XFZEARTANELZHELER, CRE AR D EHRREBY
M, BRPROT R TATE, EESE A TG KBy K E AL

([ metoss |

EBRYIX,
BER{E

Sefitig
=R

HRAETHRIRHE

R ¢

I
| KGR
I
I

K PEEAFHEFRE
/22 o E B AR AR T b R

(W) 358 KMBE

1 £ LAR:

BB F AR E T H

2 EBIEEE:

EARMER, EABAHRAH

3 £

FARBERAE A AR g #k 2 2L, B THEHRS
AT T2, B SRS BINE G e R B A
BHEERERR, B FEREEZIANER AR AR ELAD.

>

2z .
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REER. pRERRER. HERLTAFLZETRER, TUE N
Eak Al GRS RBE N AR, WEBEERAL. FFRER.
BRAMET =G T &, §EEIRE L 55T 2 05,

) EBRTER:

TUE BARR A FHEMETRA, NS EHE 8 & 800TA2 BB
FREE, BEEHN 8 ERA SRS E S Bk AL F6# OceanStor
A800 FF Ak, HE&EAMRSH. FHEKBRERELE, ARE
MO ERER —JRE . FF#ET CCAE ¥H @A EEHET &%
AHFEBNEHE, GHEBUEARAK AINA, ALEVHFRGR
EREMENEZAFSE. T o4t g LN S REERAREK,
RAMB P R Lot B, DR Bin i i X B AR Ak
oo 3%, T BAAGRALE. LAEREES EAEAE,
AW I EE R VS0 m s i,

AR — MRS B — EEED HEER

HREERNE KRMEE MHEERE HEERE
gg s s ST B po—
. Lo = i 3
Hig HEER TEERET FAIE TEERE BARM
A DeepSeek-V3/R1 LLaMa| Qwen

MindE i seleng
Hiial
‘ cPU 4@ { cPU ‘ NPU NPU
At | A asﬁ%éﬁ . XY, RAHE ‘ o HBMZ KV Cache |

ARFTFE: KVCachef{f+HIRER i

FEFMCP NDSEEHRE
KV Cachel3 A #it=Pool KEEBEEANRE

ICIZEE OceanStor A800 HitaEARESSDE j

R EARBER. EHHAERAT
/23 R R TR T E R AR
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2)  AFEA:

“UIF By BRI RS AL FE KT N E R,
ERFERBR P EEE, BAEEUE, REREELNEN, EAE
UG

KFEFIBIRAIBBIET: KA KV Cache ZHHA, kb F%E%
T B HAT 2 B AN, BOR K OSURA B, A2 X H £ MR E.

MRS EFHHE: 5\ RAG iR E & iR)E, THE
FEELA XA, ARARNB AR, HREAQE”, #HRE
NN NS Mo &

3)  MASER:

WA RO T, FAEHEIEN K TTFT B 40%, & E#
5%, KERATHBEL. FFEALSZ0M S5 ALEL
B, FEXHAERREGRIRERE, BELELE PR NEEE
PSR, WRREMEER. BN ERERARME T BN
PR X H

(Z) REMR

1 E6) L&A

T 18 K & AR A A A

2 EHIE AL

ERY, B EPAA A R

3 KB4

ErEGRGEFER2 L ENEABRENZ2ER. AT BRI,
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TR, A EE IR EE 5 E G RAEOR, XTI 5
FAE AT A #ATE . —E SRR H s AEE, RAREE SRR
EERIAGRTN, BETHF—HETHALE.

R E M EREREL REATET AR IEEE K,
AR HIARA . R FR, M E B BT E R, AT
BRI KB ATE A AR B BB, 157 0% K v R b i & A ey
W 5F K, HLAY IR EER RAER#TR—E R NTR.

) EEFREHEAERMA:

® AR B 1E A B ¥ 35 AL

HEIRER M, ARARATTFREFEFBEREEL, &
T T R R MU

o AMRZEFEMELFA

AR, AERE. k. HE. K. LAY RER

A RJLTAEARR FMAFRR AT L HFE W LAETHE.
AT BT AARENE, DT RGRA A E 0 2 RS AR #
T ENR A, BRI =R 60.99%. BRE—ZEE ERD
T AT, ERAREER, R, Tk e Rk % x5 L
&R, THRERMET.

2) EBERTE:

ATV fe WERA I R e A5 200, WA P25
. FREZARBEEANEL2HBRUTR, FRBERERE.
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AT A G & FESVE NS ER, B ERIMEEK,
SEIEAL b5 FE A, KA Prefill #2 Decode 4 3 (i Bx
TERENBON, BEEH TAHER#HERNTZ. PD 28 RF
# & ¥ L3R B GPU/NPU/XPU By A A &, & B e KiEF A, 4 Prefill
St Fn Decode 5L 43 JF#F, B Prefill B BeAn Decode BBt 7Bt
BRI JE Lk it BAR T4, SLHLE R T Ak Rt
I R S
* GPUPD 4% % £: Scheduler ( # Pod &| 4 ) + Prefill + Decode
*XPUPD 2% % %: Scheduler ( # Pod &4 ) + Prefill + Decode
* NPU PD 2% %4 %: MindIE MS Controller ( # Pod &/4<) .
MindIE MS Coordinator ( # Pod &| 4% ) b & MindIE Server( X %+ Prefill
1 Decode, B Mindie 7 239 L P # 42 fo D #742 )
* P 5L o D L4513 3T Headless Serive /4% KV-Cache, XPU J&
& 77 % ] redis 22 ¥ KV-Cache, 335 % A #5H3E.
A NPU A #:
* BALPD B RSB HE: L K8s # Service FF K PD &
RO O, B2 1 4 K8s # Deployment #5Z —/> Pod, H = 1A
#7277 X4 %] ¥ F MindIE MS Controller ( 3 # 2 &| A& ) . MindIE MS

Coordinator ( B 3# 42 8|4 ) DL & MindIE Server ( £ # g A& ) .
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AL
Pod
MindIE Server (P) MindIE Server (P) MindIE MS Coordinator
MindIE Server (D) MindIE Server (D) MindlE M5 Controller

KB ExRmEY. R EEWIEA R F
K24 ¥HL.PD 0 H £ 2 E
* ZHLPD QB IRE-EE F £ 3t K8s ty Service A Coordinator
Pod FF 7% PD AN O, A% 3 4> K8s t#) Deployment 47! &f
2 MindIE MS Controller ( # Pod &|4< ) . MindIE MS Coordinator (

Pod Bl A& ) AKX MindIE Server ( % Pod &| 4% ) .

EssAO
Pod Pod
MindIE MS Controller MindIE MS Coordinator
P P D D
Pod Pod Pod Pod
MindIE Server MindIE Server MindlIE Server MindIE Server

R SR AE B PR R F)
B 25 ZHLPD & 7 B H
7~ RE
ARG ERAE BE A F A Ao R
B, WRRHE U FRAXZH G ELEERS LS. KKk, K
AR -3 52 T R O AL AZ 0 3 K, AR B S IR R Bk N FE K
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FHEE, R EH—FERAE TR AR, Bkewdk
(AR

FAE I 5 BB £ s i F. WL PD 2 ¥ . AF 2%
AREEEEMBERMN, FEEKUTEER. THASEF TR AHRS
FREHEREZNE, BRANBESERE. BRRHHEZ, LHAH K
IR 5 A 55t AR IR T, R SR T B L 5 6 2t B R B, R4 # Token
HHAAR, HENPER S RAEERRA ER. BREE S SLO #
WRBLE. AT REHEREZFEHE, LARBNI THE HERS
MRARE, KERIATTH.

ZESEKF IR AN RRY, KV Cache BREHE. #5
BB R H . K77 AT RS SORANH, K478 AT L F 2
B XERERRAYTUERE . BT F7 7 %M. Ff, &

RV AE 5 (Rt R SRR A, YRR — W R AR R 5 TR LR
AP g R BA AT

BARE, AR ERG AR AL RS AR m SR &

FVEE R, BON TR TAT B BT A R A% 00 5]
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B FARAE B 2025 5 9 AR 204, 2 4 RO 00 AR it
XA AL R EWAME BT AU B, T ) AR A 4 B R R
B BOREBE 07 Ao L 7 T & T R T AR A S TR

AREHFEGRBGEHARA T A RHET, B5IEF
HE T FEATE @R LA RKE . EFARARERAE . FHILRA
TA A (L) ARAE. #EeEREA RS, +E
AR A R A AU B R PR SOR IR E L AN i aE
BRIBARNE . EAREEEDARFRAE . FREATE A
(Aex) ARAE . SRR R A RAE . L ARF. i
FMAKRFE. LI ERE . FERARFERATRLAE . LWAREHF
BT BOR 0k (i) Fd, AL E B RA SR IRA AL ALk
BAECARAE . RE AR CFH) AIRAE . B3E &AL (L)
FBC AT IR ] S B4 By K 07 ST
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